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The exponential growth of digital data — often referred to as the “data
tsunami” — is a defining characteristic of the modern computing era. This
surge, driven by both personal and legacy data, has led to the development
of new storage media and architectures capable of persistently and
efficiently managing vast datasets while minimizing energy consumption. In
parallel, the Big Data and Al revolutions depend critically on the ability to
store, access, and analyze massive datasets in large-scale distributed
environments, primarily hosted by major Cloud providers (e.g. Amazon,
Google, and Microsoft).

This course provides a comprehensive introduction to storage systems,
from foundational concepts to modern large-scale architectures. We will
cover traditional storage technologies (magnetic disks, tapes, and solid-
state drives), file systems, caching strategies, RAID architectures, data
compression, and deduplication. We will then explore cloud storage
solutions, including object stores and distributed file systems, and examine
approaches to distributed computing, data resiliency, and fault tolerance as
applied to large-scale storage systems.

The course will emphasize both theoretical foundations and real-world
implementations. Israel is home to many innovative storage companies —
from startups to global industry leaders. Students will acquire the skills to
understand, analyze, and design storage solutions applicable to a wide
range of applications and organizations in the high-tech industry,
specifically in Israel.

The course is open to both undergraduate and graduate students. M.Sc.
students may, with approval, count the course towards their degree
requirements.
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1. Data persistence and storage: review of the basic notions of 1/0
systems, file systems, caching.
2. The basics of traditional storage media: hard drive (disk), tape,
RAID
3. Flash-based SSDs
4. Caching strategies
5. Storage for BigData and Cloud Based architectures
a. Cloud file systems - DFS, GFS, HDFS
b. The Cloud paradigm and Cloud storage: Block/File/Objects
6. Hashing and Bloom Filters for Cloud Caching
7. Distributed storage architectures
a. Dynamic Hash Tables (DHT), Consistent Hashing
8. Data Reduction in storage systems: data deduplication and data
compression.
9. Other topics
a. Data Integrity: Merkle Trees
b. Log-Structured Merge-trees (LSM Trees)
c. Systems Sustainability
10.New storage media: DNA Storage, Glass Storage
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Books

1. Operating Systems: Three Easy Pieces. By Remzi H. Arpaci-Dusseau and
Andrea C. Arpaci-Dusseau
2. Guide to Reliable Distributed Systems: Building High-Assurance Applications

and Cloud-Hosted Services. Kenneth P Birman
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Designing Data-Intensive Applications. Martin Kleppmann

Information Storage and Management: Storing, Managing, and Protecting
Digital Information in Classic, Virtualized, and Cloud Environments, 2nd
Edition. EMC Education Services (Editor)

. Storage Systems: Organization, Performance, Coding, Reliability, and Their

Data Processing, Alexander Thomasian.



